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In this work, we address the challenging and open problem of involving non-expert users in the data-repairing problem as
first-class citizens. Despite a large number of proposals that have been devoted to cleaning data from the point of view of
expert users (IT staff and data scientists), there is a lack of studies from the perspective of non-expert ones. Given a set of
available data quality rules, we exploit machine learning techniques to guide the user to identify the dirty values for each
violation and repair them. We show that with a low user effort, it is possible to identify the values in tuples that can be trusted
and the ones that are most likely errors. We show experimentally how this machine-learning approach leads to a unique
clean solution with high quality in scenarios where other approaches fail.
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Machine learning approaches; « Information systems — Data cleaning.
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1 INTRODUCTION

Data cleaning, or data repairing, is the process of finding and removing errors from data. It is a crucial pre-
processing step in many ML pipelines on different tasks, like medical predictions [37], or Text-To-SQL [52] or
TNLI [6] applications. In the last two decades, a lot of work has been devoted to the data cleaning problem using
rule-based approaches [5, 7, 9, 18, 22, 25, 27, 34, 51, 54]. In a rule-based approach, the users declare upfront some
data-quality rules, typically under the form of integrity constraints, and the system enforces these constraints
over the data.

Rule-based approaches to data repairing rely on machine learning [47] or on heuristics to generate solutions [5,
22, 25, 29, 34, 54]. These may include quite strong assumptions — for example, always repair the input instance
according to the right-hand-side of rules — which may lead to unsatisfactory results, especially since it is unfeasible
for the user to manually check all the solutions and fix them manually.

In this paper, we aim at solving the problem of semi-automatic repair discovery by involving the user in the
generation of a unique solution for a given set of rules. We present BUNNI!, a machine-learning interactive
framework for repair discovery. Starting from a Constant Conditional Functional Dependency (CFD) [16], the
system first collects some training data by asking the user to solve a few violations. After a training step, the

IBunnr stands for Bayesian Update-driven iNteractive learNIng
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Title Author Journal Volume | Year
t; | Possible and certain keys for SQL H. Kohler VLDB J. 25 2016
ty | Possible and certain keys for SQL U. Leck VLDB J. 25 2015
t3 | Possible and certain keys for SQL S. Link VLDB]J. 25 2015
t4 | Possible and certain keys for SQL X. Zhou VLDB J. 25 Aug.
t5 RDF in the clouds: a survey Z. Kaoudi VLDB J. 25 2015
te RDF in the clouds: a survey I. Manolescu VLDB ]J. 24 2015
t7 | A Survey on XML Fragmentation | V. Braganholo VLDB J. 25 2014
t3 | A Survey on XML Fragmentation | M. Mattoso | SIGMOD Rec. 43 2014

Table 1. Dataset with publications extracted from the web.

system automatically infers when a rule should be enforced over a tuple in violation using a repair over the
right-hand side (RHS), or conclusion, of the rule, or a repair over the left-hand side (LHS), or premise, for the
same rule. We illustrate how BUNNI works next.

Example 1: Consider the instance in Table 1 with publications scraped from the web. Consider CFD c;, which
states whenever the Journal is VLDB J. and the Volume is 25, the year must be 2016. Errors w.r:. ¢; are highlighted
in red.

¢1 : t[Journal]=VLDB J., t[Volume]=25 — t[Year]=2016
Assume a user needs to manually enforce CFD c; over the data. She inspects a few of the tuples in violation —
ty, 13, ts, t5 and t; in our example — and updates t;[Year] to 2016 first because in her knowledge (or after some
manual search) the paper was published in the VLDB J. on volume 25 in the year 2016.

Then, she turns to tuple t3. The user has already the knowledge on how to repair the violations by updating
t3[Year] to 2016. The reasons are related to the data that she is seeing: Title, Journal and Volume have the same
values of the previous solved error, and moreover the Year has the same (wrong) value. In her mind, it is more
likely that in tuple t; Year is erroneous instead of Journal or Volume. Similarly for tuple ;.

Now the user inspects ts, in this case, she is uncertain about how to solve it, because, even if Journal and
Volume are the same as the previous repair, the Title is different and for deciding how to repair she uses again
her knowledge. In this case, she decides to update the Volume to 24 instead of changing Year. Finally, the user
inspects tuple t7, in this case again she is uncertain about how to repair the data, and for removing the violations
she needs to use again her knowledge. This time she decides to update the Journal and Volume because the paper
was published in the SIGMOD Rec with Volume 43 in the Year 2014.

This leads to the cleaned instances in Table 2, where changes by the user are highlighted in green.

Title Author Journal Volume | Year
t; | Possible and certain keys for SQL H. Kohler VLDB]J. 25 2016
t; | Possible and certain keys for SQL U. Leck VLDB J. 25 2016
t3 | Possible and certain keys for SQL S. Link VLDB J. 25 2016
t4 | Possible and certain keys for SQL X. Zhou VLDB]J. 25 2016
ts RDF in the clouds: a survey Z. Kaoudi VLDB J. 24 2015
te RDF in the clouds: a survey 1. Manolescu VLDB J. 24 2015
t7 | A Survey on XML Fragmentation | V. Braganholo | SIGMOD Rec. 43 2014
tg | A Survey on XML Fragmentation | M. Mattoso | SIGMOD Rec. 43 2014

Table 2. Dataset with publications cleaned.

From Example 1, one may observe that there might exist different reasons for removing the errors even for the
same rule. In some cases, the values within the tuple give us a clear idea of how to repair the violation — as in t,
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Fig. 1. Bunni workflow. Starting from a cfd ¢ (1), BunNI detects a violated tuple t w.r.t. ¢ (2). If BUNNI is certain about the
repair it applies it directly to the data (3a), otherwise if it is uncertain (3b), it asks the user to repair the tuple with some
updates A (3c). It then learns how to repair similar violations using A to train a ML model.

(((

above. This means that the user “trusts” some of the values, and “distrusts” other; the data-quality rule, along with
the trusted values provide evidence on how to correct the error. In other cases, it is less clear to identify which
values to trust within the tuple, and we need to rely on the user to investigate further the error and ultimately
solve it, as in tuples #; and t;.

The goal of BunNI is to mimic this form of “human thinking”, trying to learn which values of the data can be
trusted and which not, and involving humans only in the “hard decisions”. Our goal is to minimize the number of
user interactions, asking only critical questions. The workflow of Bunnt is depicted in Figure 1.

1. The user submits a CFD ¢ over instance J .
2. BunnI finds violations w.r.t. c, selects one of them, i.e., overa tuple ¢, and tries to solve the violation.
3a. If BunNI finds out that cells of ¢t matching the LHS of the rule can be trusted with a confidence above a
fixed threshold, it applies the rule to repair the tuple with respect to the RHS.
3b. Otherwise, if BUNNI is uncertain, i.e. if the rule cannot be trusted, it asks the user to manually solve the
violation.
3c. If required by BunnI, the user manually updates the tuple, and BUNNT uses this new evidence to refine its
learning model.

The loop in points 2 and 3 terminates when no more tuples are in violation. Then the user goes back to step 1 if
she has other rules to submit.

While solving the Repair-Discovery problem in such an interactive way, BUNNI satisfies the following require-
ments:

o Trusted repairs: BUNNT updates the data only when it has sufficient evidence that is applying a correct
repair — otherwise, there is the risk of introducing more errors;

e Minimal cost: the number of user interactions to clean the instance should be minimal.

e Responsiveness: BUNNI needs to suggest repair strategies within a few seconds.

Contributions. Bunn1 makes the following contributions:

o We formalize the Repair Discovery problem as a classification problem, showing that machine learning
techniques can help the user in estimating the probability of a repair and in generating a clean instance of
high quality.

e We introduce a solution based on active learning techniques to reduce the number of user interactions.

e We report experiments with real-world and synthetic data to show the effectiveness of BunN1 in data
repairing.

ACM J. Data Inform. Quality
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The following section introduces preliminary notions. We define in Section 3 how to involve the user in the
repair discovery process. In Section 4, we formalize the repair discovery problem. Section 5 introduces how to
calculate the confidence of a given cfd, and then we introduce a framework to solve the repair discovery problem
(Section 6). We conclude the paper with a discussion of the experiments (Section 7), an overview of the related
work (Section 8) and Conclusions with future work (Section 9).

2 CONSTRAINTS AND REPAIRS

Let us first discuss data-quality rules and their semantics. In this paper we use the semantic of Conditional
Functional Dependencies (CFDs) [17]. Among these, we concentrate on constant CFDs [16].

We denote with S a database schema and with R a relation in S such that S = {R;, R», ..., Rn}. Each relation
R is associated with a finite set of attributes and we denote it with R = {A, A, ..., A;}. We also denote the set
of attributes of R with the symbol attr(R). The domain of the attribute A; is represented by adom(A;) and it is
composed of constant values only. An instance of a relation R is a set of finite tuples where each tuple ¢ is in the
form of R(A; = v1,Ay = 0y,...,A; = v;) with v; € adom(A;). An instance J over a schema § is a collection of
instances, one for each relation in S. We use the notation t[A] to refer to a cell in the database, i.e., to the value
for the attribute A in the tuple t. We also assume the presence of a unique identifier for each tuple of a database
instance. Symbol ¢; denotes the tuple with identifier i.

Definition 2.1 (CONSTANT CFD). A constant CFD over schema S and relation R is a logical formula y — ¢
where 1/ and ¢ are conjunctions of relational atoms; each atom is in the form: A=c, where A is an attribute € R
and c is a constant value in adom(A). ¢ is called premise of the CFD or left hand side (LHS), and ¢ is called
conclusion of the CFD or right hand side (RHS).

Note that, without loss of generality, we will use only constant CFDs in normal form, i.e., such that the

conclusion contains only one atom, as follows:
cfd: Aj=cq, Ag=cy, ... ; Aj=c; = A.=c,

CFDs with multiple atoms in the conclusion can be rewritten as a set of CFDs in normal form, one for each
atom in the conclusion [16].

We denote with /(A;) the constant value c; referred to the attribute A; in the premise and with ¢(A,) the
constant value ¢, referred to the attribute A, in the conclusion. We also denote with attr(y/) the set of the
attributes in the premise.

Example 2: The following CFD states that if the ZIP attribute of a tuple is 85001 then the value for the STATE
attribute needs to be AZ:
cfd;: ZIP=85001 — STATE=AZ

Definition 2.2 (CFD Satisfiability). We say that an instance 7 over S satisfies a CFD cfd: ¥ — ¢, and we denote
it with 7 k ¢fd, if for each tuple t € 7 such that t[A] = ¥(A) VA € ¢, it is the case that t[A.] = ¢(A.). If there
exists a tuple ¢t € 7 such that VA € ¢, t[A] = ¢(A) and t[A.] # ¢(A.) then I does not satisfies ¢fd and we
denote it with J ¥ cfd. Moreover, we say that ¢ is in violation w.r.t. cfd. Given a set of CFDs %, we say that an
instance I satisfies %, and we denote it with 7 £ %, iff Vcfd € 2, T £ cfd. We say that T ¢ ¥ iff there exist a
cfd € ¥ such that I # cfd.

Example 3: Consider again Table 1 and the CFD c;: t[Journal]=VLDB J., t[Volume]=25 — t[Year]=2016. The cells
for Journal, Volume and Year in tuple t; are not in violation with ¢y, while the cells for Journal, Volume and Year
in tuple t; are in violation. We can say that t; satisfies ¢y, but t; does not, so the instance 7 in Table 1 does not
satisfy ¢;
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Definition 2.3 (Clean Instance). Given an instance 7 and a set of CFDs X, we say that 7 is clean if 7 £ 3. Instead
we say that I is dirty if 7 £ X.

It is easy to see that I is dirty whenever there exist some violations, i.e., tuple ¢ (or cell values in ) such that
t matches with the premise of the CFD but does not match with the conclusion. Of course, a tuple t may be in
violation with one or more CFDs.

Intuitively we can use one or more CFDs for making sure that our data is clean, or to find violations. The
following CFD Al1=c1,A2=c2,...,An=cn — Ac=cc can be translated in a SQL query that gives us the cells (tuples)
in violation and looks like:

SELECT A1,A2,...,An (%)
FROM relation R
WHERE AT=c1 AND A2=c2 AND ... AND An=cn AND Ac!=cc

If we find some violations we know that our instance 7 is dirty. The next step for cleaning the data is to choose
a repair strategy. Given a set of rules X defined over the instance 7, a repair strategy is the process of removing
violation wr.t. ¥ in 7 such that at the end of the process 7 k X.

In the literature, there are different strategies at different levels of granularity. One strategy consists of working
with tuple deletions, to remove the tuples in violation w.r.t. ¥ [1]. This kind of strategy may lead to an unnecessary
loss of information because entire tuples are removed from the database.

An alternative is to work with cell updates, i.e., to change the values of the cells in violation in order to clean
them [5]. In this paper we only consider this second option.

Still, there are multiple ways to remove a violation for a CFD cfd:

(1) we may change the values of cells corresponding to attributes on the RHS of the cfd, i.e., attributes appearing
in the conclusion; this is called a RHS Repair (strategy);

(2) or we may change the values of cells corresponding to attributes in the LHS, i.e., in the premise; this is
called a LHS Repair (strategy).

In the RHS Repair, we trust the values in'the premise of the cfd and use the constant in the conclusion to change
the corresponding attribute and remove the violation. In the LHS Repair, we trust the value in the conclusion of
the c¢fd, and therefore one or more of the values appearing within the premise need to be changed. Clearly, the
step of choosing how to repair, is a crucial step, because more errors (not detectable with the same rule) can be
introduced.

In this paper we also assume that all errors are detectable, i.e. errors that can be detected by one or more CFDs.
However, in the same tuple, multiple detectable errors can be present. To be detectable, a tuple needs to match a
CFD in the LHS, and have a different value for the RHS. There are two ways to introduce a detectable error:

e RHS errors violating the conclusion
e LHS errors triggering the premise

For example, suppose we have the CFD ¢; from Example 3 and the dataset reported in Table 3. A RHS detectable
error can be obtained by changing t[Year] to a value different from 2016 (e.g. 2015). Many data repairing
approaches can capture only this kind of errors [5, 20, 29, 54]. However, we also consider errors on the LHS. To
trigger cy, both #;[Journal] and t;[Volume] needs to be changed respectively in VLDB J. and 25. Finally, errors
could occur on both sides, changing t5[Volume] to 25 and 5[ Year] to 2018. The resulting dirty dataset is presented
in Table 4.

Example 4: Consider the instance in Table 1 and the CFD c¢; from Example 3. The cells t;[Journal], t,[Volume],
ta[Year], t;[Journal], t;[Volume] and t;[Year], are in violation w.r.t. ¢;. Table 5 is an example of an RHS repair. We
opted for an RHS repair by changing the values related to Year since we trusted the values in the premise of the
c;. Table 6 combines RHS and LHS repair strategies. For tuple t, we opted for an RHS repair strategy; on the
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Journal | Volume | Year
Journal Volume | Year v FVIDBT. > 5015
H VLDB J. 25 2016 ! ' IDE - i
ts [ VIDBJ. 24| 2015 ‘s IhL J. " o
t; [SIGMOD Rec. | 43 | 2014 & J.
Table 3. Porti fthe datasetin T Table 4. Table 3 with detectable errors by using CFD c;. t{ contains RHS detectable
able 3. Portion of the dataset in Ta-

errors, t; contains LHS detectable errors, and tg contains RHS/LHS detectable
errors.

ble 2

contrary for tuple t; we selected to use an LHS strategy by changing t;[Journal] to SIGMOD Rec and t;[Volume]
to 43. Tables 7 and 8 are examples of LHS repairs only. In the former, we used values from the active domain of
the Journal and Volume attributes, while in the latter we used values outside of the active domain.

Title Author Journal | Volume | Year
ty | Possible and certain keys for SQL U. Leck VLDB J. 25 2016
t7 | A Survey on XML Fragmentation | V. Braganholo | VLDB J. 25 2016
Table 5. RHS Repair.
Title Author Journal Volume | Year
ty | Possible and certain keys for SQL U. Leck VLDB J. 25 2016
t7 | A Survey on XML Fragmentation | V. Braganholo | SIGMOD Rec. 43 2015
Table 6. RHS and LHS Repair.
Title Author Journal Volume | Year
ty | Possible and certain keys for SQL U. Leck VLDB J. 24 2015
t7 | A Survey on XML Fragmentation | V. Braganholo | SIGMOD Rec. 43 2015
Table 7. LHS Active Domain.
Title Author Journal | Volume | Year
t2 | Possible and certain keys for SQL U. Leck TODS 12 2015
t7 | A Survey on XML Fragmentation | V. Braganholo | JDIQ 23 2015

Table 8. LHS open world assumption.

However, in this paper we do not consider both RHS and LHS repairs for a given violated tuple w.r.z. the
same CFD. We leave this study for future research. This assumption is tied to the functioning of data repairing
algorithms: to solve a violation of a dependency, it is sufficient to repair either the premise or the conclusion.
Making changes to both is often deemed unjustified in many approaches. Notice that this assumption does not
limit the presence of multiple errors in the same tuple: two or more errors might appear in the LHS of a single CFD,
or a tuple might contain more than one error detected by multiple CFDs. Even with this assumption, choosing
the repair-strategy Rep and the clean values “V to repair violations in a complex data-repairing task is a crucial
problem because multiple repaired instances can be generated, as shown by the previous example.

Making decisions about the repair process is usually difficult, both for humans and for machines. In the next,
we introduce a number of technical tools to alleviate this problem.

ACM J. Data Inform. Quality
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3 USER INVOLVEMENT: FROM NAIVE TO INTERACTIVE

In the last few years, several studies have been devoted to consider the presence of humans in the repairing
process [30, 33, 46, 49, 55, 58]. Early proposals have mainly relied on what we might call a “naive” way to involve
users in the rule-based repairing process, as follows.

The user first uses her domain knowledge to write the constraints. Different tools use different constraint
languages, with different expressive power and different syntax and semantics. In the following, we refer to a
generic data-repairing system, called System, with its own language of reference.

System accepts a dirty instance 7, a set of constraints 3, a strategy for repair discovery Rep - i.e., an algorithm
to decide which cells are dirty for each tuple in violation with ¥ —, and a strategy for value discovery V - i.e.,
an algorithm to replace cells that are deemed dirty with clean values. In some cases, System provides multiple
algorithms to choose from, and the user needs to make a choice. In other cases, System will restrict the choice to
a very few options — e.g., always repair the RHS, or always introduce variables on the LHS - thus constraining
the choice. It is unlikely, however, that these options generate high-quality solutions in all scenarios.

At the end of the cleaning process, System generates one or multiple solutions (this depends on Rep and
V). In this case, the user will manually inspect all the generated solutions. If System introduces variables, i.e.,
placeholders, to remove violations, then the user needs to change each placeholder into the correct constant
value.

In the end, the user selects the best solution among those generated. By examining the solutions, she might
find out that some of the errors in the data were not detected or repaired by System. In this case, she needs to
write additional rules that capture these errors, and execute the process again.

In this “naive” form, the user is involved exclusively at the beginning of the process, to identify the constraints,
and at the end, to inspect the generated solutions. In practice, this process suffers from some important limitations:

(1) Writing data-quality rules upfront is difficult; even for expert users, especially since this requires both
technical and business knowledge. Writing the rules is time-consuming and if the instance is large it might
be the case that some of the errorsin the data are not covered by the rules.

(2) Many automatic data-repairing systems generate multiple solutions, by combining both LSH and RHS
repairs, and possibly different orders of execution of the dependencies. Inspecting all solutions after they
have been generated can be highly time-consuming for the user.

(3) Most data-repairing systems rely on heuristics to tame the complexity of the repair process. The user
often has little control over these heuristics and this may prevent the system from generating the desired
solution.

Notice that problem 1 above might, in practice, be alleviated with some discovery systems [29, 32]

3.1 User involvement: the interactive way

In this paper, we investigate a different protocol to involve the user in the repair process. We try to do this in a
way that is the most intuitive, even for a non-expert user, and is based on direct interaction with the data. Thus,
we require the user to a) inspect cells wrong w.r.t. a constraint and b) resolve it by submitting a value update.

These value updates are then used by our learning algorithms to infer the intended repair strategy, and the
strategy to select clean values. In fact, by providing an update:

(1) the user indicates which cells need to be repaired: given a tuple that contains errors, by changing one or
more values within the tuple, the user states which values are erroneous, and which ones should be trusted;
again, we may try to generalize this knowledge to identify the correct repair strategy for similar violations;

(2) the user indicates the right values for the dirty cells, thus providing information on how to fix errors.

ACM J. Data Inform. Quality
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While automatic rule-based systems can be seen as black boxes, where the user submits the dirty instance, the
rules, and some configuration, and gets as output one or more solutions to inspect, in our approach the user is
continuously involved in the repair process, by providing a limited number of updates, and answers to queries
formulated by the system in order to interactively discover repair strategies and clean values.

As a result, the system and the user generate a single trusted repair, in which all choices taken during the
repair process are validated directly or indirectly by user actions.

To develop such an interaction protocol, a main challenge needs to be addressed: given a constraint in the
form of a Constant CFD we need to solve the problem of identifying the right repair strategy for each violation.
Again, we have multiple options, by either changing the cell on the RHS of a rule, or any of the cells on the LHS.
This choice is critical, in order to generate trusted repairs.

4 PROBLEM STATEMENT

We consider an instance 7 and a constant CFD cfd in the normal form. If 7 ¥ cfd, for each tuple t in vio(cfd)
we want to decide when to repair t using an RHS repair or an LHS repair w.r.t. user-defined confidence. This
amounts to deciding which of the cells involved in the violation can be trusted.

Since there is a violation w.r.t. cfd, it is unlikely that cells corresponding to the premise and to the conclusion
are both dirty. Therefore, we make the assumption that errors can be only on one side.

We use the symbol ¢4 (t) to denote the cells of ¢ corresponding to the attributes in the LHS of a cfd. The
problem of deciding where repair corresponds to deciding if the cells of $er4(t) can be trusted. We trust ¢.rq(t)
if its cells are clean, otherwise we do not trust ¢.rq(t). More formally, we define when cells in @.rq(t) can be
trusted as follow:

Definition 4.1 (TRUST ¢.r4(t)). Given a constant CFD cfd and a violated tuple ¢ we say that the set of cells in
$cra(t) can be trusted if, for each cell in ¢.¢4(t), the probability that the cell is clean is above a threshold 7 /ean.

More specifically, we fix two user-defined thresholds, 7jeqn and 7gir+y. Then, for each cell ¢; involved in a
violation, we estimate the probability p; that it is clean. We rule that c; can be trusted if p; > 7 j¢qn; We rule that
the ¢; is dirty if p; < 74ir+. We ask the user otherwise.

In light of this, solving the Repair Discovery problem amounts to calculating the probability that a cell is clean.
We will introduce such a framework in the next section.

5 PROBABILISTIC REASONING

We first introduce how to predict if one cell is clean, we then extend this concept to all cells for a tuple in a
violation.

5.1 Probabilistic model for one cell

Given a tuple ¢ involved in a violation w.rnt. a CFD cfd, and a cell ¢ € ¢, we want to calculate the probability
that, given ¢, the hypothesis “c is clean” is true. We denote the hypothesis “c is clean” with the symbol ¢ and
the hypothesis “c is dirty” with the symbol ¢*. The Bayes Theorem in the Equation 1 helps us to estimate the
probability:

Pr(e|H)Pr(H)

Pr(Hle) = Pr(e)

(1)

Pr(H|e) is the probability that the hypothesis H is true given the event e. It is also called posterior probability.
Pr(H) is the probability that hypothesis H is true, and it is called prior probability. Pr(e|H) is the probability

ACM J. Data Inform. Quality
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that we observe the event e when the hypothesis H is true. Usually, Pr(e|H) is called likelihood. Finally, Pr(e) is
the probability of observing the event e. Pr(e) is also called marginal likelihood. Note that Pr(e) is the same for
all the possible hypotheses H. In our database context the hypothesis H corresponds to ¢* or ¢®. The event e
corresponds to the observation related to the data, i.e., the tuple ¢ that contains the cell c.

Example 5: Consider a Table with three attributes A,B,C that contains one tuple t where t[A]=a, t[B]=b and
t[C]=c. t is in violation with a CFD that involves all the attributes in the Table. The probability that the cell related
to A is clean, i.e., the value of A is correct, and we denote it with AY, can be calculated using the Bayes Theorem
as:

Pr(A=a,B=bC =c|AY)Pr(AY)

Pr(AY|t) =Pr(AY|[A=a,B=bC=c) =
r(AY|t) = Pr(AY|A = a c) Pr(A=aB=bC=c)

@)

From Example 5 one might observe that the denominator in Equation 2 is a constant factor that is used to
normalize the probability, i.e, changing the hypothesis does not change it because it is independent from the
hypothesis and depends only from the data. So we shall ignore it for now.

The probability that we want to calculate is proportional to the joint probability Pr(A=a,B=b,C=c|AY) and
Pr(A‘/). In the case of a high number of random variables, i.e., when the number of attributes and their possible
values are high, calculating the joint probability is unfeasible because we can have an exponential number of
combinations. To alleviate this problem, we make a strong assumption: given the hypothesis, i.e., knowing H is
true or false, we assume that each observed random variable is independent from the other observed random
variables. In other words, we assume that all the attributes are conditionally independent from each other. This
simplifies our calculus, as follows.

In the following, we abuse the notation A; for representing the i* attribute of a tuple ¢ and its corresponding
constant value, e.g., A; corresponds to A; = a;. The letter H represents our hypothesis, e.g., “attribute Attr is
clean”.

Pr(Ay,...,An|H) = Pr(Ai|H, Ay, ..., Ap) .. . Pr(A,_1|H, Ap)Pr(A,|H) =
n
®3)
=Pr(A|H) ... Pr(Ap_1|H)Pr(A,|H) = l_[ Pr(A;|H)
i=1

In the first line of Equation 3 we use the chain rule for calculating the joint distribution, then we use the conditional
independence assumption. We can now use the formula to calculate the probability that a cell ¢ is clean, given a
tuple ¢.

Pe(e |1 o Pr(e) [ [ PrCelad 1) 4)
i=1

Equation 4 corresponds to the Naive Bayes classifier. The name comes from the assumption of the conditional
independence between random variables. Estimating the probability of a cell being clean is a classification

problem.

Classification Problem. A classification problem [4, 35] consists in identifying or classifying an observation in a
category based on past observations for which the category was known. The past observations are called training
set. The specified category is usually called label. A classifier (or model) is trained over the training set. After
the training step, the classifier will be able to classify new observations. The predicted value is also called an
outcome.
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In our database model, the training set consists of a set of tuples. In addition to the standard attributes, each
tuple in the training set has a new attribute that we call Response, which stores repairs to the original database
instance. For the purpose of training, the Response attribute contains values interactively submitted by the user.
During the classification step, the Response attribute is populated using the classifier outcome.

Given one hypothesis H (¥ or ¢®), our problem becomes a binary classification problem, where the outcome
of the problem is a binary value T or F that corresponds to the validity of the hypothesis H. The decision about
the outcome is related to the probability p calculated for each hypothesis (T or F). The hypothesis with the
highest probability is returned (maximum a posteriori likelihood). For every outcome predicted, there is also a
probability p that can be used for saying “the cell ¢ is dirty with probability pg;,;,” rather than “the cell ¢ is clean
with probability perean”

Probabilistic model for multiple cells. To handle the case in which more than one cell of a tuple ¢t may be
dirty, we extend the binary classification model. A multilabel classifier predicts one or more outcomes for each
observation. Practically, a multilabel classifier is based on a set of n binary classifiers, one for each outcome, where
n represents the number of the possible values for the outcome. Then, given a threshold 7 and an observation to
classify, the response consists in all of the predicted outcomes of each binary classifier such that the probability
that the hypothesis is true is above a threshold 7. In our case, we generate a classifier for each attribute in the
premise of the CFD.

5.2 Parameter Estimation

To calculate the posterior probability with Equation 4 we need to estimate the two parameters in the formula: the
prior probability that the current hypothesis is true, i.e., the prior Pr(c¥), and for each cell in ¢ the likelihood
Pr(t[A;]|c¥). For estimating the parameters we use the maximum likelihood estimate. The prior Pr(c¥) corresponds
to the frequency of the hypothesis ¢* in the training data. The likelihood Pr(t[A;]|c¥) can be estimated in a
similar way: it is the frequency that t[A;] and ¢ appear together w.r.t. the number of occurrences of ¢¥.

Notice that in some cases the likelihood Pr(t[A;]|c¥) can be zero. When it is zero the posterior probability also
will be zero because in the training ¢[A;] never occurs with ¢ Intuitively we penalize the posterior probability
only because in our training data we have never seen such an event. This could happen if the training data is
small. To avoid this problem a common practice consists in using the Laplace smoothing. The Laplace smoothing
can be applied both to the prior probability and to the likelihood.

count(c¥) + 1

Pr(c¢¥) =
r(c”) m+k

()
count(t[A;] Ac¥) +1

Pr(t[A]|cY) = count(c¥) + k

(6)

count() is a function that counts the number of occurrences of the parameter(s) in the data. And k is the number
of the outcomes of the classifier (in our case we use n binary classifiers so k = 2).
Finally, if we want to calculate the denominator in Equation 2 the formula is the following:

k k n
Pr(t) = > Pr(ce)Pr(tle) = ) Pr(ci) [ | Pr(t[A;]lex) ()
i=1 J=1

i=1

where k again is the number of the outcomes (¢* or ¢*®), and n is the number of attributes in the tuple . Note that

this model has a low impact on memory because only the frequencies are stored, rather than all of the training
data.
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6 FRAMEWORK FOR REPAIR DISCOVERY

Algorithm 1 contains the pseudocode for the repair discovery, while Figure 2 depicts the detailed workflow.
Algorithm 1 takes as input the instance I to clean, a CFD to enforce over the data, the confidence thresholds
expressed using Tcjeqn and g;r¢ . First, it finds the tuples in violation w.r.t. the CFD(pointer 1 in Figure 2). If there
are not violated tuples it goes to the next CFD (lines 2-3, pointer 2), otherwise it creates the multilabel classifier to
classify if the cells that correspond to the LHS are clean. Then, it collects m labeled examples by asking the user
to solve violations (lines 5-11), and uses them to train the classifier (pointer 3-5 in Figure 2). The updates are also
used to repair the m tuples. We will discuss later on the strategy used to select the next tuple, pickOne (line 6).

After the training step, for each remaining violated tuple ¢, the classifier predicts which of the attributes
on the LHS are clean (lines 12-27, pointer 7). If all the attributes are clean with a probability pcjeq, above a
threshold 7 /¢4, (LHSTrusted), the system repairs the RHS (lines 15-17). Otherwise, if the system detects that
some cells corresponding to the premise of the CFD are dirty, and the probability pcjeq, of at least one cell is
below a threshold 74;,;, (LHSContainsErrors), the system suggests to repair using an LHS strategy (lines 18-20).
We discuss later the function LHSRepair used for this purpose. Finally, if the classifier cannot classify the tuple
t, i.e, the probabilities related to the predictions are less than 7¢je, but above 74;;;4, the system asks the user
to repair them (line 22, pointer 4). The submitted values are used both for repairing the data and refining the
training to make more accurate predictions in the future.

The complexity of Algorithm 1 is linear w.r.t. the number of violated tuples. Indeed, m tuples are used to
initialize the classifier, and the remaining violated tuples are used for inference or to retrain the classifier if it is in
the indecision step (lines 22-25). The complexity of the training is also linear w.r.t. the training examples submitted
and there is no training step with Gradient Descent to execute since Naive Bayes only stores frequencies of each

attribute values [4].
Go to

is LHSTrustes or
LHSContainsError

Find Violations
vio

Apply LHS/RHS
Repairon t

Ask
User-Updates

Pick m
tuples from vio

Train
classifier ¢

Fig. 2. Bunni starts from a CFD c and finds the set of violated tuples. If there are no violations, it goes to the next CFD (2). If
there are violations, it selects m tuples to be manually cleaned by the user (3-4). Such updates are used to train a classifier ¢
(5), and to repair the m tuples. After the initialization step, if there are violations, tuple ¢ to be repaired is selected using
pickOne function (6). The classifiers predicts if the LHS could be trusted (7), either repair is applied (8) or it asks the user to
manually repair the tuple t (4), and also retrains the classifier ¢ with the new user updates (5). The process continues until
the set of violated tuples is empty.

Example 6: Consider the instance in Table 1, let us assume that the user has manually cleaned the errors for the
violated tuples w.r.t. the CFD ¢; in Example 1 by submitting some updates. Assume that in Algorithm 1 m =5, ie,
the minimum number of training tuples is five.
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Algorithm 1 Repair instance

Require: Instance I, CFD cfd, Tjeans Tdirty
Ensure: Set of cleaned tuples clean

1: init clean to empty set; init vio as violated tuples w.r.t. cfd; create multilabel classifier ¢ for LHS of cfd

2: if vio is empty then

3 return clean

4: end if

5. fori =0 tomdo

6: Tuple ¢ = pickOne(vio)

7: Set updates = userSubmit(t)
8: train(c,updates, t)

9 t" = updateTuple(t, updates)

10: clean.add(t")

11: end for
12: while vio not empty do
13: Tuple ¢ = pickOne(vio)

14: Set errors = c.classify(t)

15: if LHSTrusted(errors, Tcjean, Tairty) then
16: Tuple t' = RHSRepair(errors, t)

17: clean.add(t")

18: else if LHSContainsErrors(errors, Tejean, Tdirty) then
19: Tuple t' = LHSRepair(errors,t)

20: clean.add(t’)

21: else

22: Set updates = userSubmit(t)

23: train(c, updates,t)

24: t' = updateTuple(t, updates)

25: clean.add(t")

26: end if

27: end while
28: return clean

> [classifier initialization]

> [classifier predictions]

> [indecision in classification]

Title Author Journal Volume | Year
t; | Possible and certain keys for SQL H. Kohler VLDB J. 25 2016
ty | Possible and certain keys for SQL U. Leck VLDB]J. 25 2016
t3 | Possible and certain keys for SQL S. Link VLDB J. 25 2016
t4y | Possible and certain keys for SQL X. Zhou VLDB J. 25 2016
t5 RDF in the clouds: a survey Z. Kaoudi VLDB J. 24 2015
t RDF in the clouds: a survey 1. Manolescu VLDB J. 24 2015
t7 | A Survey on XML Fragmentation | V. Braganholo | SIGMOD Rec. 43 2014
ts | A Survey on XML Fragmentation | M. Mattoso SIGMOD Rec. 43 2014
to | Possible and certain keys for SQL U. Leck VLDB J. 25 2014
tio | A Survey on XML Fragmentation | V. Braganholo VLDB J. 25 2014

Table 9. Algorithm 1 example.
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For t,, t3 and t, the user submits the updates on Year with the value 2016. For t5 she submits the update on
Volume with the value of 24. And finally for t; she submits the updates on Volume and Journal respectively with
the values of 43 and Sigmod Rec.

Now consider tuples, ty and ;o as shown in Table 9. We first need to calculate the probabilities using Equa-

Pr(Journal¥) | Pr(Volume¥) | Pr(Journal®) | Pr(Volume¥)
‘ Cell 0.625 0.5 0.25 0.375
to[Title] 0.666 0.8 0.333 0.25
to[Author] 0.333 0.4 0.333 0.25
to[Journal] 0.833 0.8 0.666 0.75
to[Volume] 0.666 0.8 0.666 0.75
to[Year] 0.166 0.2 0.666 05
tro[Title] 0.166 0.2 0.666 05
t10[Author] 0.166 0.2 0.666 05
t1o[Journal] 0.833 0.8 0.666 0.5
t10[Volume] 0.666 0.8 0.666 0.75
t1o[Year] 0.166 0.2 0.666 05

Table 10. Estimated probabilities

tions 5, 6 and 7 Estimated probabilities are reported in Table 10. Prior probabilities are in bold. For example, the
prior for the hypothesis that Journal is clean (Journal¥) is 62.5%. Instead Pr(to[Title]|Journal") is 66.6%. Note
that for the same values in the same attributes, the estimated probabilities are the same, like Year for ty and .
Now let we say that user declared 7cjeqn = 0.6 and 7g;+y = 0.15. Let us estimate the probabilities that Journal is
clean in to.

Pr(Journal¥) [T, Pr(ty[A;] | Journal?)

(4 —
Pr(Journal” | ty) = Pr(ty) ®)
Pr(t) = Pr(Jou.¥) nPr(tg[Ai] I Jou.¥) + Pr(Jou.¥) nPr(tg[Ai] | Jou.®) ©9)

Using the above equations it is easy to calculate Pr(Jou rnal¥|to)= 0.62. With a similar calculus we can obtain
that Pr(Volume¥ |to)= 0.77. Since both the posterior probability are greater than 7,je4,, LHSTrusted returns true
and Algorithm 1 repairs o with an RHS repair, updating the value of the year to 2016.

For tuple t;, we can estimate again both the posterior probabilities and we obtain that Pr(Journal*|t;o)= 0.05
and Pr(VolumeY |t10)= 0.10. In this case, LHSTrusted returns false, so probably there are some errors in the LHS
cells. LHSContainsErrors returns true since for both the cells the estimated posterior probabilities that are clean
is less than 0.15. Moreover LHSRepair suggests both cells be repaired by the user. The user using this information
submits both the updates for the violated cells (SIGMOD Rec. and 43).

Instead, if the thresholds are 7¢jeq, = 0.90 and 74;,+y = 0.10, for tuple t9 the Algorithm is in the indecision area
and it asks the user to manually repair the violations since it is not able to make a correct prediction. Instead for
tuple 19, it suggests again Journal and Volume as cells with errors.

Active Learning. Another goal of our system is to minimize user interactions compared to manually cleaning
up the entire database. Active learning [50] is a special case of semi-supervised machine learning to substantially
reduce the amount of labeling when training a model. Active Learning has been proven to reduce the number of
manually labeled examples while improving the classification performance [48]. In essence, in active learning, the
learner interactively labels the data points that lead to the highest gain in improving the prediction performances.
The goal of active learning is to substantially reduce the number of required labels.
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We adopt this approach for our problem. For each tuple in violation, we calculate a score that measures the
uncertainty of the classifier. Intuitively, submitting to the user the tuple with the highest score, i.e., with the
highest uncertainty, will increase the quality of the model in a faster way. For each cells ¢ in ¢4 (t) of a generic
CFD cfd, we are able to predict if ¢¥ with a probability pejeq, and predict if ¢* with a probability Pdirty- The score
for each cell is scorec = 2 - pcjean * Pdirty- The score for a tuple is the sum of each score for each cell in the premise
of the CFD. This active learning strategy is the one implemented in the function pickOne in the Algorithm 1.

Value selection for repairs. The RHS repair, as we know, is deterministic and the value used for the repair is
the one in the conclusion of the CFD. We cannot say the same for the LHS repair. There are two possible strategies
to solve this problem: a) to repair cells using placeholders, like the LLUNs [25]. At the end of the process, the user
can inspect the repaired data and changes the values of the placeholders; b) to interactively highlight the cells
with errors in order to focus the attention of the user and ask the user to submit the correct values for repairing
violations. This case is powerful enough to solve some classification problems too, because the user may correct
other cells w.r.t. the suggested wrong cells, and this corresponds to submitting more training data for the classifier.
We use the second option.

Handling multiple CFDs. For the sake of simplicity, we presented the algorithm fora single CFD. However,
as demonstrated in the experimental section, BUNNI is capable of handling multiple dependencies. For a single
CFD, terminating the repair process is straightforward since each repair suggested by BunNI reduces the number
of conflicting tuples. With multiple CFDs, the termination of the repairing process is guaranteed by the following
two assumptions:

(1) the input dependencies are correct

(2) the changes provided by the user are always correct: i.e., the user is considered an oracle

For instance, suppose to have the following dependencies:
cfdy: ZIP=85001 — STATE=AZ, cfd,: STATE=AZ — ZONE=Central, cfd;: ZONE=Central — STATE=NM
and a dataset containing, among others, the tuple

ZIP | STATE | ZONE | COUNTRY
t1 | 85001 AZ Central US.A.

Tuple t; violates cfds, and satisfies both cfd; and cfd,. To repair t;, we need to change either attribute ZONE
(LHS of cfds) or attribute STATE (RHS of cfds). However, both changes will violate the other dependencies. A
sequence of RHS repairs would lead to an endless cycle of operations. To solve the problem, during the process,
we track the changes applied to each dependency in previous steps, ensuring that the same RHS repair is not
suggested more than once: in these cases, we always rely on the user to repair the dependency by changing the
premise or the conclusion of the CFD. A change certified by the user is considered with pcjeq, = 1 during the next
steps of the process. In our example, the only viable solution involves changing t;[ZIP], t;[STATE] and t;[ZONE]
to values different from their originals.

Another aspect to consider is dependency interaction: resolving one violation might introduce another. To
avoid repeated checks, we build a dependency multigraph dg as follows:

e for each dependency d, we add a node n, in dg
¢ we add a labeled edge e4; between nodes n, and n, if the respective dependency dy, d,, both have attribute
A; in either the premise or the conclusion.
Initially, BuNNI calculates the number of violating tuples for each dependency. After these checks, a dependency
is classified either as clean or to clean. As long as there are dependencies to clean, BUNNI selects the one with the
most violating tuples, denoted as dy, and executes Algorithm 1. During the repair, for each cell update ¢;.A;, the
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dependencies associated with nodes connected to node n, through a labeled node e4; are marked as to check.
At the end of Algorithm 1, dependency d is marked as clean. The process ends when all the dependencies are
cleaned.

Using dg, we can easily identify the dependencies affected by any cell change. In addition, by computing the
connected components of the graph, it is possible to identify groups of independent dependencies. The process of
each group of dependencies can be parallelized, to optimize the performance of the system.

7 EXPERIMENTS

We implement BUNNTI in Java and use PostgreSQL 11 as the underlying DBMS. All experiments are executed on a
MacBook Pro with an Intel i9 CPU@2.9Ghz and 32GB of memory.

Datasets. We use three real-world datasets and two synthetic datasets.

(1) BUS: a UK government public dataset (http://data.gov.uk/data), it deals with bus schedules and routes. It
contains 15 attributes and 250K tuples.

(2) DBLP: is based on the collection of authors, publications and venues from http://dblp.uni-trier.de/xml/. We
translated the xmL dataset into a single relational table with 15 attributes. It contains 1M tuples.

(3) Synth is a dataset we designed starting from the original Soccer dataset to study:the scalability over the
number of tuples and a larger number of attributes. The dataset has 10 attributes and we used a data
generator (http://www.cs.toronto.edu/tox/toxgene/) to create an instance of 100k tuples;

(4) TAX is a synthetic dataset extracted from the scenario used in [17] with 10 attributes and 400k tuples.

(5) FLIGHT [38] is a real-world dataset related to flight departures and arrivals. It contains real errors and is
provided with both clean and dirty versions.

Classifiers. We compare the classification strategy based on the Naive Bayes to four baselines:

(1) Logistic Regression, a classical machine learning approach. Like the Naive Bayes, Logistic Regression is able
to compute the probability related to each prediction.

(2) GDR. We extend the approach implemented in GDR [58]. We used a forest of decision trees. Notice, that
this approach allows us to also compute a probability as the number of trees that are agreeing with the
prediction w.r.t. the number of the learned trees.

(3) HoloClean. We use the implementation of HoloClean [47]. HoloClean uses a weakly supervised approach,
so it does not require any user interaction. We configure HoloClean using the default parameters. Notice
that the implementation is built on top of PyTorch.

(4) Dummy classifier. We develop a classifier that does not require user interactions and works in a deterministic
way. It always repairs violations by changing the attribute on the RHS of the rule.

We use WEKA [28] as the implementation for Naive Bayes, Logistic Regression, and GDR using the default
configurations (except for Dummy).

Errors and Metrics. To compute the quality of a data repair algorithm we need two versions of the same dataset:
a dirty version with the errors and its clean version to compare with the repaired generated solution. Although
some small datasets come with the dirty and clean versions, this is not true for datasets with thousands of tuples.
Since our goal is to evaluate our rule-based approach (given a set of Constant CFDs we measure the quality of the
repaired instance), we use the BART error generation tool [2], which allows to introduce detectable errors w.r.t. a
set of input CFDs by changing the cell values. We can then measure the quality of a data repair for each declared
CFD. BART allows the fair evaluation of different data-cleaning systems datasets of different sizes. Moreover,
BART allows configuring how errors are injected, i.e., how many errors are introduced in the LHS/RHS of the
CFDs and thus we also control how many errors are introduced for each tuple. By default, BART introduces errors
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on any side of the given CFDs but not on both sides for the same CFD. Even though, we can have multiple errors
per tuple that could be detected by multiple CFDs.

We manually define six normalized constant CFDs for each dataset with the following characteristics: a) the
first two CFDs, namely cfd; and cfd,, with only one attribute on the LHS. For example t[Team]=AC Milan —
t[City]=Milan; b) the second two CFDs, cfds; and cfds, with two attributes on the LHS. An example of CFD
for BUS is t{administrativeareacode]=101, t[nptgdistrictcode]=189 — t[regioncode]=EM; c) the last two CFDs,
cfds and cfds, with more than two attributes on the LHS (depending on the scenario). For example in DBLP a
complicated CFD can be the following: t[Journal]=PVLDB., t[Volume]=2, t{Numbervol]=1 — t[Year]=2009. All
the CFDs we use in the experiments are listed in the Appendix A.1.

Intuitively, CFDs with a less number of attributes on the premise are easier to solve w.r.t. CFDs with a higher
number of attributes on the left because errors can be in multiple attributes.

For each dataset (excluding FLIGHT), we use BART to inject errors accordingly to the declared CFDs. Starting
from the clean dataset, we generate two scenarios in which we inject detectable errors with different percentages:

e approximately 75% of the errors on the RHS of every CFD using random values (typo, random value, value
from active domain) and the remaining on the LHS using values from active domain;

e approximately 50% of the errors on the RHS using random values, and the remaining on the LHS using
values from the active domain.

Tables 11 and 12 report the detailed number of errors for each CFDs and for each scenario. We call the first
scenario easy scenario since errors are injected in the majority on the right. We call the second scenario hard
scenario since the errors are injected with the same proportion on the right and on the left. We detail the injected
errors in Table 13. We list the number of RHS errors by type: i.e. values from active domain, insert of a typo or a
random value. We also report the number of tuples with errors and the tuples with a single error, two errors or
more than two errors.

BUS DBLP Synth
CFD | LHS | RHS Tot | LHS | RHS Tot | LHS | RHS Tot
cfdy | 34 137 171 | 17 61 78 25 75 100
cfdy | 27 130 157 | 14 46 60 25 75 100
cfds | 15 61 76 15 69 84 14 40 54
cfdy | 23 67 90 10 49 59 10 30 40
cfds | 26 68 93 4 9 13 7 20 27
cfdg | 15 41 56 6 14 20 3 10 13
[ Tot "] 140 [ 504 ] 644 [ 66 [ 258 ] 324 | 84 [ 250 || 334 |

Table 11. Errors for the easy scenario. Approximately 75% of the errors are injected on the right, and 25% of the errors on the
left

The first measure that we want to consider is the quality of the repaired instances. We measure the quality of
the repaired instances using the F-Measure score of the classifications predicted by the classifier. We can measure
the F-Measure since for each dataset we have the dirty and the clean version. We compute the F-Measure of the
repaired cells with errors w.r.t. the same cells of the clean version. Clearly, the higher the F-Measure, the higher
the quality of the repaired instances. We do not measure the similarity [26] of the repaired instance w.r.t. the
clean version. We leave it for future work.

Another measure is related to the number of user interactions. Since our goal is to reduce the user effort for the
cleaning process, we aim to reduce the number of user interactions. We measured the number of interactions in
terms of user updates. For taking into account the number of user updates and the number of errors in a dataset,
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BUS DBLP Synth
CFD [ LHS | RHS [| Tot | LHS | RHS [[ Tot [ LHS [ RHS [[ Tot
cfd; | 86 86 172 | 64 61 125 | 50 50 100
cfdy | 82 82 164 | 44 46 9 [ 50 50 100
cfds | 24 27 51 114 | 118 232 | 40 40 80
cfdy | 35 34 69 | 92 98 190 | 30 30 60
cfds [ 35 35 70 | 12 12 24 | 20 20 40
cfds 22 24 46 28 29 57 10 10 20
[ Tot | 284 | 288 ] 572 [ 354 [ 364 [] 718 ] 200 [ 200 [] 400 |

Table 12. Errors for the hard scenario. Errors on the left and on the right are injected approximately with the same proportion.

RHS RHS RHS LHS #Tuples #Attrs #Tuples #Tuples #Tuples
Datasets Domain | Typo | Random | Domain | With Errors | With Errors | Errors = 1 | Errors = 2 | Errors > 2
BUS — Easy 86 294 124 139 643 6 564 54 25
BUS — Hard 41 164 84 283 548 6 432 79 37
DBLP — Easy | 83 99 70 66 318 6 185 96 37
DBLP — Hard | 101 141 118 358 718 6 215 422 81
Synth — Easy | 50 143 57 34 334 10 200 94 40
Synth — Hard | 52 103 45 200 400 10 200 140 60

Table 13. Details of the injected errors. For each dataset, we report the number or errors introduced in the RHS depending
on the type (active Domain, typo or Random), the number of LHS errors, the number of tuples with errors, the number of
attributes with errors and the number of tuples with a single error, two errors and more than two errors.

we need to think about the type of errors. If an error needs an RHS repair, automatically solving it may generate
a benefit wr.t. manually solving it. Instead, if an error needs an LHS repair, the user will manually inspect it
anyway (during the cleaning process or at the end for changing the placeholder value). Therefore, we cannot
consider these interactions in the calculus of the benefit.

For example, consider two instances J; and 7, and a CFD c. 7 ¥ ¢ and Z; # c. Let us say, both instances contain
100 tuples in violation w.r.t. c. For 7; we use a classifier ¢; and for 7; a classifier c;. It turns out that at end of the
cleaning process, the user submitted 60 updates for cleaning 7; and 80 updates for 7. Considering only these
numbers it looks that c; has a higher benefit w.r.t. ¢, because it cleaned the same number of errors with a less
number of interactions. It turns out that 7; had 10 errors on the left and 90 errors on the right, and 7, had 75
errors on the left and 25 errors on the right. Considering Algorithm 1, for 7; the maximum benefit, in terms of
interactions, it consists in inferring all the 90 errors on the right (since the LHS are manually repaired by the user
anyway). Similarly, for 7, the maximum benefit for the user is to infer the 25 errors on the right automatically. It
is clear that for Z; the user submitted 10 updates for LHS repairs, and 50 updates for RHS repairs and c¢; classifies
the remaining 40 repairs on the right. For 7;, the user submitted 75 updates to the left, and only 5 to the right,
and c,, automatically infers the remaining 25 errors on the right. Calculating the benefit without considering the
type of repairs, could penalize c; only because in the instance there are too many LHS errors. Instead, ¢, with
only 5 examples was able to correctly classify the other 25 tuples, on the contrary, ¢; used 50 examples to classify
the other 40 tuples. If we normalize the numbers w.r.t. the potentially automatic repairs that in one instance we
can infer we have that, ¢; has a benefit of 1 — (50/90) ~ 0.44, and ¢, has a benefit of 1 — (5/30) ~ 0.83. With ¢;
the user saved about 0.44% of interactions w.r.t. manually clean the instance, and with ¢, the user saved about
0.83% of interactions.
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In light of this, we measure the benefit as b = 1 — (rhsI/rhsR), where rhsI is the number of user updates related
to the RHS errors and rhsR is the number of all the errors on the right.

Notice that HoloClean and Dummy have 1 as benefit, since they do not require any user interactions.

Finally, we define the effectiveness of an algorithm as the F-Measure of the quality and the benefit. Using the
effectiveness we can compare different strategies considering both quality and benefit.

The last metric that we use is the time spent by the system in the learning step and in the selection of the next
tuple to resolve. This gives an estimate of the responsiveness of the system.

Experiments. We conduct five experiments.

(1) Exp-1 compares Naive Bayes with the other classifiers: logistic regression, GDR, HoloClean, and Dummy.
It shows that Naive Bayes is the one with high quality and low user effort for all the datasets.

(2) Exp-2 studies the impact of the initial sample size in the training step before starting to predict (the
parameter m in Algorithm 1). We show that Naive Bayes works well even with a small m and increasing m
does not have any huge impact on the quality of the solution generated.

(3) Exp-3 studies the impact of numerical values and categorical values in the same instance. We show the
robustness of Naive Bayes even in a setting where algorithms like LR are supposed to have good quality in
scenarios with continuous variables.

(4) Exp-4 studies the time spent for the training, for the selection of the next tuple to classify, and for the
classification. Naive Bayes is the one that is able to interact with the user in milliseconds.

(5) Exp-5 compares BunNI with existing interactive data repair solutions in an end-to-end experiment with a
given set of CFDs. We show how BUNNI represents the right trade-off between achieving high quality in
the solution and reducing the number of user interactions.

Exp-1: Classifier comparison. We compare the Naive Bayes classifier with Logistic regression (LR), GDR,
HoloClean (HC) and Dummy. We use the strategy illustrated in Algorithm 1 with different thresholds for accepting
the RHS repair (pciean) and the LHS repairs (pgir: ). For each scenario and each dataset, we measure the quality
of the classification, the benefit, and finally the effectiveness of the four machine learning approaches and the
Dummy classifier.

For all the experiments the thresholds are in pairs, for example, 0.4-0.6. This means that the threshold pg;,+y
is 0.4 and the threshold p;jeqn is 0.6. This means that if all the cells in the premise are clean with a probability
greater than 0.6 then an RHS repair is enforced over the data. Instead, if one of the cells in the premise is clean
with a probability less than 0.4 (or it is dirty with a probability 1 — 0.4 = 0.6), then an LHS repair is suggested to
the user. For the remaining case, the user manually repairs the tuple since the algorithm is not able to classify
within a certain confidence.

Thresholds vary from low margins of confidence, in which the classifier has more chances to predict and a
small region of indecision (like 0.4-0.6), to thresholds with higher margins of confidence, where the classifier has
fewer chances to predict but high confidence in the predictions, with a big region of indecision (like 0.05-0.95).
Intuitively thresholds with low values of confidence are the ones in which the benefit can be high, and thresholds
with high values of confidence are the ones in which the classifier will be more accurate.

For each execution, we use a fixed parameter m = 3 that corresponds to the number of minimum examples
asked to the user before starting to predict. HC and Dummy are both an exception because they do not require
user interactions, so for them, the number of minimum examples is m = 0.

Experimental results are shown in Figure 3. Charts a-c represent respectively the quality, the benefit and
finally, the effectiveness of the algorithms w.r.t. the BUS dataset with the easy scenario. Others rows in the figure
represent the same information w.r.t. other datasets and scenarios. To ease the representation, we do not report
the benefit for HC and Dummy, since it is always 1.
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Fig. 3. Exp-1 results. Each row represents the result in terms of Quality, Benefit and Effectiveness for each dataset and
scenario while varying the threshold values (pgiy+y, pcrean) for accepting RHS and LHS repairs.
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As a first baseline, we discuss Dummy classifier. It has always constant quality w.r.t. the thresholds, and this
quality is related to the percentage of RHS errors introduced in each scenario. Since the benefit is always 1, also
the effectiveness is constant. Its effectiveness is always higher that 85% in the easy scenarios and close to 67% in
the hard scenarios.

The second baseline is HC. HC outperforms Dummy Classifier only with the BUS dataset, where it reaches
effectiveness close to 1. This is due to the high quality. Unfortunately, with the DBLP and Synth dataset HC has
very low quality. This is due to the fact that when it repairs the LHS, it changes also the value of the RHS and
also some other values in the tuple. This is due to the fact that the model overfits the data. Indeed, HC is the only
algorithm trained over all the instances, other algorithms are trained only on a set of manually repaired tuples.
We also notice that most of the errors are in the easy CFDs, i.e. the ones with a low number of attributes on the
LHS. A final note on HC is that we cannot run it on the DBLP scenarios with cfds and cfdg, i.e. the hardest CFDs,
due to memory errors.

The explanation for the limited performance of GDR is related to the low quality of the predictions. It tends
to predict an RHS repair, even in cases in which cells on the LSH should not be trusted. We observe that this
is connected to the active learning strategy based on the ensemble of the random forest. The decision tree
does not calculate the probability that some data belong to a certain class, but it calculates the percentage of
misclassification for each leaf. Moreover, multivalued attributes, like string attributes, can bias the decision trees,
since the measure used for the learning (the information gain) gives a wrong estimation of the usefulness of
multivalued attributes. So, the probability calculated by the random forest is just a mean of votes. The classifier,
in most of the cases, asked the user to manually solve only m sample tuples (with m = 3), and these were all RHS
repairs. In this way, the random forest is biased toward predicting only RHS repairs. Varying the thresholds does
not impact the results in a significant way.

LR works well with lower confidence thresholds when, despite the predicted probability of the outcome being
lower, predictions are always correct. The problem with LR is that it requires more training data to have good
results. This leads to a low benefit. Another problem is related to the nature of the data. LR works well when the
number of values related to each attribute is not big, and attributes have ordinal values - e.g., numbers. This is
critical in fitting the regression parameters. On the contrary, most of our attributes are categorical. In Exp-3 we
analyze LR when the instance contains both numerical and string values and note how the classification is more
accurate. Moreover, as shown in a comparison between generative and discriminative classifiers [42], LR tends to
be optimal with a high number of training examples (see Exp-2).

Experimental results for Naive Bayes clearly shows how, by increasing the confidence thresholds, i.e., asking
for more confident predictions, it effectively generates repairs of increasing quality, and, conversely, it reduces
the amount of user interactions when lowering the thresholds. With all datasets and scenarios, Naive Bayes
demonstrates the highest effectiveness, a good compromise between high quality a lower human effort.

Exp-2: Training sample impact. Another interesting experiment is related to the number of initial examples
(m) in the training step. We use two CFDs on DBLP in the hard scenario, namely cfd; and cfd,, and a fixed
threshold (0.1-0.9). We use five fixed values for m and we measure for each m five indicators: a) the quality; b) the
benefit; c) the numbers of updates corresponding to the RHS (RU); d) the number of update(s) corresponding to
the LHS (LU); e) the quality (QLR) calculated only on the predictions related to the side of the repair (RHS or
LHS repair). Since HC is trained on the whole instance, we exclude HC from this experiment.

Note that the quality that we defined for Exp-1 is a quality that considers both the quality of the solution and
the quality of the predictions made by the classifier. The more accurate the predictions, the less the user effort in
finding where are the errors. Instead, QLR represents only the quality of the solution.

For example, consider two attributes A and B related to the premise of a CFD. Let us say that the classifier
predicts for a violated tuple A*¥ with a probability of 0.95, and B* with a probability of 0.01. Since, for example,
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Cfd] Cfd4
m | quality | benefit | RU | LU | QLR | quality | benefit | RU | LU | QLR
1 0.9672 2 64 1 1 0.9381 0.4898 50 92 1
10 1 0.9672 2 64 1 0.9381 0.4898 50 92 1
Naive Bayes | 20 1 0.9508 3 64 1 0.9381 0.4898 50 92 1
50 1 0.8361 10 64 1 0.9381 0.4898 50 92 1
100 1 0.4098 36 64 1 0.9609 0.4898 50 92 1
5 1 0.1475 52 64 1 0.7397 0 98 92 1
10 1 0.1311 53 64 1 0.75 0 98 92 1
Logistic 20 1 0.1967 49 64 1 0.7241 0 98 92 1
50 1 0.2623 45 64 1 0.7636 0 98 92 1
100 1* 0 61 64 1* 0.7576 0 98 92 1
5 0.4667 0.918 5 0 0.4667 0.3633 0.949 5 0 0.5027
10 0.4435 0.8361 10 0 0.4435 0.3506 0.898 10 0 0.4889
GDR 20 0.3905 0.6721 20 0 0.3905 0.3237 0.7959 20 0 0.4588
50 0.1467 0.1803 50 0 0.1467 0.2275 0.4898 50 0 0.3429
100 17 0 61 64 1* 1 0.1327 85 92 1

Table 14. cfd; and cfds on DBLP with the hard scenario and threshold 0.1-0.9

Tdirty = 0.90, LHSContainsErrors returns true, highlighting the cell that corresponds to A as the one with the
error (since B looks to be clean). Since it is an LHS error, LHSRepair asks the user to submit the correct value for
A, but on the contrary, she submits an update for B since she discovers that the error is in B instead of A. So even
if there was an error in the classification, noise is not introduced: QLR represents the quality of the predictions,
i.e., use an RHS repair and use an LHS repair, in terms of their impact on the quality of the final solution, since
noise can be introduced only by RHS repairs. Indeed RHS repairs are applied automatically by the system, so in
the case of an error in the prediction (predict an RHS repair instead of an LHS repair) additional errors can indeed
be introduced into the instance. Conversely, predicting an LHS repair instead of an RHS repair cannot introduce
new errors, since the user has the chance to overview the change and submit the correct value or values. Results
are reported in Table 14 for both cfd; and cfd,.

For cfd, there are 125 errors, 61 on the right and 64 on the left. First, we need to note that this is a rule with
one attribute on the left and one on the right, so QLR and quality are the same. As we explained in the previous
experiment, the problem with GDR is that it often selects tuples with errors on the right for the training. Of
course, if the classifier is trained only with the same kind of errors (RHS) it never predicts to repair the LHS.
Only with a training size larger than 100, GDR starts to predict LHS repairs. We need to note, that for m = 100
GDR is always in the indecision area. Instead for m < 100 it always predicts repair on the right. This behavior
explains the low quality and the high benefit for m from 5 to 50. Instead for m = 100 the benefit is 0 because the
user manually cleans all the tuples, but the quality (and QLR) is 1.0. That is the reason for the * near 1.0. For easy
CFDs like cfdy, the quality of LR is 1.0. Instead, the benefit increases w.r.t. the number of examples in the training
step (except for m = 100). This confirms that LR is a good classifier but needs more training data in order to have
high accuracy in the classification. Finally Naive Bayes is the one that is robust with a low number of training
examples in the training step. It always has high quality (1) and high benefit, particularly for small m.

For cfd, there are 92 errors on the left and 98 errors on the right. In total there are 190 errors. In this case,
where the number of attributes in the premise is more than one (for c¢fd, 2 attributes), quality is different from
QLR, i.e., QLR is higher. A QLR of 1 means that the user cleaned all the violations for the CFD removing all the
errors in the right way. GDR only predicts right repairs (RHS) for m = 5 to m = 50. The quality in the classification
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is not very high, always less than 0.4. QLR is also quite low. The benefit is high. Instead with m = 100, both
quality and QLR are 1.0 with a low benefit. LR has lower quality than in the previous case. The higher the number
of training examples, the higher the quality. Even if the quality is never higher than 0.76, the QLR is one. It means
that LR correctly predicts to repair on the right or on the left, but when it predicts to repair on the left sometimes
suggests repairing the wrong attribute. The benefit is always 0. Naive Bayes is the one with quality always over
0.9 and QLR always 1. Moreover, the benefit is close to 0.50 and is not changed by varying the number of training
examples. Of course in this case it is convenient to have a lower number of m because the quality increase only
of the 0.03% with m = 100. In fact, a clear advantage of Naive Bayes is that it works well with a small number of
training tuples [42].

Exp-3: Classification with numerical values. From Exp-1 we noted that LR and GDR have low quality when
attributes contain string values. In this experiment, we want to explore the impact of predicting errors when the
attributes are both numerical and categorical (strings).
For this purpose, we use the TAX dataset. For this dataset we declare two CFDs:

e cfd;: t[State]=KY, t[Salary]=30000 — t[Rate]=3.5

o cfd,: t[State]=KS, t[Salary]=10000 — t[Rate]=3.5
We inject detectable errors accordingly to the two CFDs defined above using BART [2]. We generate two scenarios
using the same percentages as the previous experiments. For the easy scenario we inject 120 errors on the
conclusion and 24 for the premise of cfd; and 120 and 40 errors respectively for the conclusion and the premise
of ¢fd,. Instead for the hard scenario, we inject 120 errors for the conclusion and the premise for both CFDs. We
use the same metrics as in Exp-1.
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Fig. 4. Exp-3. TAX dataset. Each row contains Quality, Benefit and Effectiveness charts for each scenario.

Figure 4 reports the results for the TAX dataset for both the easy and hard scenarios. Dummy is again constant
w.r.t. the thresholds. In the easy scenario, the effectiveness is high, while in the hard scenario, the effectiveness is
close to 70%. As expected, GDR increases its quality w.r.t. the thresholds. This is due to the nature of the data,
that is more suitable for decision trees. Although the good performances in quality, GDR requires more user
interactions and thus the benefit decreases w.r.t. the thresholds. For high confidence thresholds, it is always in the
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indecision area, and thus the instance is completely cleaned by the user. This explains the lower effectiveness in
the hard scenario. LR has high quality even with low thresholds. Increasing the thresholds increases the quality,
but this increases also the user interactions and the benefit rapidly decreases. This effect can be noticed in the
hard scenario where the algorithm is always in the indecision area and thus the benefit is lower. Finally, NB has
the highest effectiveness for all the thresholds. Only in the hard scenario, it shows lower effectiveness for the
quality threshold 0.05-0.95.

Exp-3 essentially tells us that in the case of numerical variables LR and GDR are able to reach high-quality
results, but asking for more accurate prediction has a high cost in terms of user interactions. On the contrary, in
the case of numerical values Naive Bayes still has good performance but has lower benefit.

Dataset | Training | PickOne | Prediction Total Avg
BUS 140 2587 51 2778 9.16
Naive Bayes DBLP 551 4070 49 4670 9.71
Synth 135 675 23 833 3.75
BUS 18445 3248 66 21759 42.5
GDR DBLP 93 4500 44 4637 257.61
Synth 671 871 27 1569 13,89
Bus 600045 4238 80 604363 1036
Logistic DBLP 13381180 59503 660 13441343 18825
Synth 70626 1212 34 71872 179.7
Bus 5524390 - 42650 5567040 4526.05
HoloClean DBLP 68707330 - 3152400 71859730 16316.92
Synth 7528620 - 18620 7547240 2448.02

Table 15. Time in ms for the hard scenario with threshold 0.05-0.95

Exp-4: Time performance. Our goal is to develop an interactive system, so the time needed for the training step
and to generate predictions needs to be as low as possible. Since times are essentially the same for the different
thresholds, in Table 15 we only report the total time needed to clean the entire dataset for a fixed threshold. We
also report the average time of each user interaction. Such times do not incorporate the user’s thinking, i.e., the
time used by the user to detect a cell with an error and provide the clean value. Such time could depend on the
knowledge of the user about the domain but also could depend on the User Interface provided to explore the data
and provide feedback. In this experiment, we do not focus on the usability of the interface. The best times are in
bold.

Naive Bayes is the faster one for all the datasets: the average prediction time is always less than 10 ms. The
total time is usually the lowest one (for DBLP is slower only of 33 ms w.r.t. GDR).

Training time in GDR is higher because it trains a forest of Decision Trees (more precisely 10 decision trees)
on different subsets of attributes in the table that are randomly selected.

Logistic Regression has very high times because of the problem of handling categorical values, especially strings.
For string attributed, it is common to use the dummy encoding [24]. This consists in generating a dichotomous
(boolean) variable for each value of each string attribute. This significantly increases the number of variables
needed to represent the data — one variable for each possible value of a string attribute — and therefore increases
the time needed to train the classifier. In our experiments, the number of dichotomous variables is always in the
order of a few thousand.

HoloClean has the highest time because of its training time. In the training phase, it first generates the features
to model the probabilistic reasoner and then it trains the model with such generated features. We note that
HoloClean is not an interactive system, and thus the repair step is executed only once.

On the contrary, Naive Bayes only needs to estimate the joint probability from the data, and the estimation
consists in counting value occurrences, which is less computationally expensive. This makes Naive Bayes suitable
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for an interactive system since the overall response to one interaction is less than one second.

Exp-5: Interactive System Evaluation. We evaluate BunNI against HoloClean (HC) [47], Raha and Baran, and
LLunatic [25]. Raha [39] is an automatic error detection system that uses user updates to find cells with errors,
while Baran [38] is an automatic data repair system that uses user updates to infer cell repairs. We combine
both systems (Raha + Baran) to infer errors in the cells and repair such cells using user updates. LLunatic is a
rule-based data-cleaning system that can be configured with different strategies. To reduce the number of user
updates, we configured LLunatic with a similarity-based strategy to repair the data. It applies an RHS repair if the
value in the conclusion is similar to the one constrained by the CFD (using the Levenshtein distance), otherwise,
it applies a LHS repair. In case of multiple possible values in the LHS, it makes use of placeholders (LLUNS [25])
that are interactively updated by the user.

We use the same real-world dataset that contains real errors used in Baran [38], i.e, the Flight dataset. In addition,
we use our generated datasets. For HoloClean, LLunatic and BUNNI, we use the same CFDs to detect errors. We
mine CFDs for Flight using Metanome [43] with the CFDFinder discovering algorithm [17,18]. We measure the
quality (Q), benefit (B), effectiveness (E), and total execution time (T) in seconds. For Raha and Baran we use
different budgets, i.e., number of user updates, and we report the best results in terms of Effectiveness. We report
the results in Table 16. For Raha and Baran, we had memory errors for BUS and DBLP and we do not report such
results. We also report the average of all the metrics over all datasets. In bold the best results for each metric and
the lowest total time.

For Raha and Baran, datasets with a large number of columns had out-of-memory errors on our machine. This
is due to the number of clustering algorithms trained for each column. Another issue is the initialization of the
strategies for error detection, which takes considerable time for an interactive system; however, such initialization
is executed once and is skipped in the other executions. HoloClean does not require any user update, so the
benefit is always 1.00, but the quality for DBLP and Synth is low; and thus the effectiveness is also low. Moreover,
like Raha and Baran, also HoloClean takes considerable time to repair the dataset. LLunatic can reach a good
quality without requiring too much user effort, and it also requires a reasonable time for an interactive system
(ignoring Flights dataset). Finally, BUNNI represents the good trade-off when we require high-quality results (on
avg. we have 0.99), while it also reduces the user effort (benefit on avg. 0.63). The effectiveness of BUNNI is the
highest in this experiment, while the avg. time is the lowest, proving that is suitable for an interactive system.

Raha + Baran HoloClean LLunatic BUNNI
dataset Q B E | T(s) | Q B E |T(s)| Q B E | T(s) | Q B E | T(s)
BUS — Easy - = = - 0.97 | 1.00 | 0.98 1k 0.65 | 0.69 | 0.67 12 1.00 | 0.75 | 0.86 7
BUS — Hard - - - - 0.94 | 1.00 | 0.97 1k 0.71 | 0.39 | 0.51 29 1.00 | 0.47 | 0.64 6
DBLP — Easy - - - - 0.06 | 1.00 | 0.11 | 1.5k | 0.46 | 0.81 | 0.59 18 1.00 | 0.55 | 0.71 | 3.6
DBLP — Hard - - - - 0.07 | 1.00 | 0.13 | 1.5k | 0.36 | 0.62 | 0.46 18 0.93 | 033 | 0.49 | 12.7

Synth — Easy | 0.48 | 0.67 | 0.56 | 15k | 0.05 | 1.00 | 0.09 | 415 | 0.83 | 0.8 | 0.81 18 | 1.00 | 0.78 | 0.87 3
Synth — Hard | 0.53 | 0.67 | 0.59 | 16k | 0.07 | 1.00 | 0.13 | 521 | 0.82 | 0.6 0.7 18 | 1.00 | 0.61 | 0.76 3

Flights 0.66 | 1.00 | 0.79 6k 0.76 | 1.00 | 0.86 | 70.6 | 1.00 | 1.00 | 1.00 | 1523 | 1.00 | 0.92 | 0.96 4

AVG 0.55 | 0.77 | 0.65 | 12.3k | 0.42 | 1.00 | 0.47 | 858 | 0.69 | 0.70 | 0.67 | 233 | 0.99 | 0.63 | 0.76 | 5.6
Table 16. For each system and dataset, we report the (Q)uality, (B)enefit, (E)ffectiveness and total (T)ime in seconds. Cells
without the number correspond to memory errors. We also report the average of the measures over the dataset. In bold we
report the highest metric for each dataset, and the lowest total time execution. BUNNI shows a good trade-off between high
quality and user effort as reported by the average of the Effectiveness.
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8 RELATED WORK

Rule-based data cleaning systems. In the rule-based approach, the data cleaning process consists in algorithms
and systems that apply the rules over dirty data to automatically fix the detected errors [5, 8, 11, 15, 19, 21, 23, 25,
31, 34, 54, 58]. We restrict our attention only on the strategies that are able to manage constant CFDs. The problem
of repairing the CFDs is NP-COMPLETE and for solving it there are different heuristics have been proposed
(cardinality minimal, cost minimal) [10]. Most of the strategies are based on the definition of a cost function
cost() that measures the difference in cost between two solutions. It could happen that these strategies based
on minimality do not have high quality. Indeed when it comes that we need to repair using both RHS and LHS
repair strategies, multiple solutions can arise. To generate a unique solution the heuristic adopted works very
well when a semantically appropriate distance function is declared for the dirty instance or when the assumption
that the minimal solution is the preferred one is not broken. Instead, BUNNI automatically decides where to
repair without considering minimal solutions, and the values used for repairing are user-defined or come from
the conclusion in the case of RHS repairs. Another approach that guarantees high quality is based on master
data [22]. The assumption is based on the availability of some cleaned data that can used for repairing. In the
dirty dataset, some fixed regions are assumed to be clean. Using fixing rules, if the LHS part of the given rule
matches the fixed region, master data and fixing rules are applied to RHS repair the data. We do not compare this
approach in our study since we do not have master data nor fixed regions in the datasets. On the contrary, with
BuUNNI we aim to infer the cells that are clean, so in a way we try recognize fixed region.

Probabilistic data cleaning systems. ERACER [40] is a system for data cleaning that uses statistical inference.
It is based on the concept of Relational Dependency Network (RDN) [41]. Using RDN, ERACER is able to find
outliers and removes them accordingly to statistical inference, or predict possible values for missing data.
Although this model works very well in prediction for numerical values where it is possible to use convolution
shrinkage or regression model. In our case is hard to generalize it for handling categorical values such as strings.
BayesWipe [12] [13] uses Bayesian Networks [44]. The approach differs from our approach with Bunnt for two
reasons: 1) we rely on rules for cleaning the data, instead BayesWipe works without any quality rules; 2) we use
the user updates for cleaning the data, instead BayesWipe uses the values in the instance for cleaning the data.
SCARE [57] is another system that does not rely on rule declaration. Instead, it uses machine learning techniques
for repairing the data. HoloClean [47, 56] is a statistical inference system. Differently from the previous systems, it
uses declared rules in the form of Denial Constraints [9]. It uses the quality rules, with value correlations, and the
data itself to build a new set of features to model the data generation process and thus infer the correct cell values.
Instead, BUNNI only predicts the side of the repair. We need to note that the main difference between BunNI1
and most of these probabilistic data cleaning systems is that with BUNNI we take into account that violations
arise w.r.t. some declared rules. The probabilistic reasoning and the inference system, are used both only to
determine where to repair. Instead in the other systems (with the exception of HoloClean), rules are not declared,
so the violations come only as a probability of dirtiness, because there are, for example, some outliers w.r.t. to the
distribution of the data, or there are different patterns in similar data. Note that in the case a dataset contains
a high number of errors, previous systems fail in the detection of the errors, (if there are a lot of errors, the
anomalies cannot be detected, they represent a big portion of the data, so they are the normality, not the anomaly)
and thus failing in the generation of a cleaned instance. Indeed, correct values are mined from the instance, but it
could be the case that the current instance does not contain the correct value for a specific repair.

Interactive Data Cleaning. GDR [58] is an interactive system that uses human interactions for cleaning the
data. The system is bootstrapped by a set of declared CFDs. For each violated tuple the system suggests possible
repairs using the technique based on minimal changes [10]. GDR is comparable with Bunn1 for the active
learning approach, they differ only in the function used for ranking the most promising tuple to classify. In
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GDR the function considers the response of a committee of classifiers and predicts the most uncertain. Instead
in BUNNI we measure the uncertainty with the probability of each outcome. Raha [39] and Baran [38] are two
configuration-free error detection and correction systems, respectively. They generate an initial set of potential
data errors and corrections, then ensemble such errors/corrections to iteratively ask the user to annotate a tuple
with potential errors/corrections. Such annotation is used to train a model to generalize such errors/corrections.

Crowd-based repairing. CrowdAidRepair is based on the crowd [59]. CrowdAidRepair uses some predefined
rules (FDs and CFDs) with the crowd to achieve high-quality results. It alternates rule based-repairs with crowd-
based repairs. CrowdAidRepair is similar to our system since it relies on user interaction like submitting a value
or validating or rejecting a value. But we need to note that there exist some differences. First, CrowdAidRepair is
a holistic system, instead BUNNI is a one-at-time system (since it solves a rule per time). CrowdAidRepair uses
some predefined rules and the crowd for selecting the best values to use in the rule-based repair, instead Bunn1
uses the user interactions to detect the cells that contain errors and uses user-submitted values for the LHS repair
step.

Machine learning for cleaning. Given a set of user updates, they can be used as training data to train machine
learning models, which in turn can be used to predict other repairs [53, 57]. However, ML models are typically
black-boxes that identify updates without explanations, which are hard to be trusted by the users, especially
for critical applications that need repairs with guaranteed correctness. Moreover, to train a machine learning
model with updates, they must be semantically consistent, i.e., they refer to the same type of errors. In practice,
however, this assumption does not always hold since multiple updates may refer to different types of errors. This
heterogeneity may hinder the usability of the trained machine-learning model for prediction. Different from
them, BUNNI trains a classifier for each CFD, this helps the classification because the model is specialized only for
a specific CFD and the user has a context for trusting the suggested repairs. ActiveClean [36] is a framework for
repairing data with the goal of using such repaired data for training a ML model, so the goal is to achieve high
quality in the prediction of the labels, while the goal of BUNNT is to achieve high quality in the cleaning data.
ActiveClean uses a sample of manually cleaned data to infer repairs in the training set. It treats the cleaning and
training iteration as an optimization problem using stochastic gradient descent.

9 CONCLUSIONS

We have presented BUNNI, an interactive system for repair discovery. We have demonstrated how the system is
able to interact with users in real-time to generate a solution with a user-defined quality. We used a well-known
machine learning technique, namely Naive Bayes, to solve the repair-discovery problem while minimizing
the number of user interactions and computing time. We showed how the Naive Bayes method outperforms
other approaches in terms of quality, benefit, effectiveness, and execution times. An aspect to investigate is the
integration of Bunn1 with Language Models (LMs) such as BERT [14] and T5 [45], or even tabular LMs [3], to
automatically suggest the values for the LHS repair.
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A MORE DETAILS ON EXPERIMENTS

A.1 CFDs for the datasets

Table 17 contains all the constant CFDs used for each dataset. Each CFD has different coverage over the data.
More attributes are on the left less is coverage. The first two CFDs for each scenario contain only one attribute on
the left, the second two CFDs contain two attributes on the left, and finally, the last two CFDs contain more than
two attributes on the left.

In the case of the CFDs from cfds to cfds on the left errors were injected to cover all the possible cases: a) errors
on one attribute, b) errors on more attributes in the same tuple.

A.2  Train Test Splits

In this section we report the number of user examples used to train the classifier for each CFD. Depending on
the threshold and the number of initial examples to initialize the classifiers the train test sizes could vary in the
active learning setting: Thus, to estimate the maximum number of required training examples we use the highest
threshold in our experiment, i.e. 95% and we set the number of initial examples with the same number of the
examples used in Exp-1 (m=3). Results are reported in Table 18. Notice that every time a LHS update is submitted,
the classifier is retrained, thus the number of training examples is higher even though the classifier correctly
classified the cells with errors.
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Bus

cfd; shortname=London — areaname=Greater London

cfd, | atcoareacode=20 — regioncode=SE

cfd; | administrativeareacode=101, nptgdistrictcode=189 — regioncode=EA

cfdy | administrativeareacode=75, nptgdistrictcode=79 — —=EM

cfds | administrativeareacode=73, atcoareacode=80, nptgdistrictcode=310 — regioncode=SW

cfds atcoareacode=260, shortname=Leics, administrativeareacode=88, areaname=Leicestershire — regioncode=EM

DBLP

cfd; | pubkey=acerneseaa06 — title=Lenght Sensing and ... Wave Interferometer

cfd, | pubkey=FanfaniASABBBSBBal0 — title=Distributed Analysis in CMS.

cfds | year=2005, title=The Biomulecular ...2005 update — journal=Nucleic Acids Research

cfdy | year=2011, title=BioMart Central Portal ...biological community — journal=Database

cfds | journal=PVLDB, volume=2, numbervol=1 — year=2009

cfds | journal=PVLDB, volume=7, numbervol=13 — year=2014

Synth

cfd; | team=West Ham United F.C. — stadium=St. James Park

cfdy | team=A.C Milan — city=Milan

cfds | team=Genoa C.F.C, stadium=Petrovsky Stadium — city=Istanbul

cfdy | manager=G. Muldowney, season=2011 — team=Panathinaikos FC

cfds | name=Ada Egidio, surname=Menezes, birthyear=1994, birthplace=Orlando, team=VfL Wolfsburg, season=2012 — position=Goalkeeper
cfds name=Jaron Shamik, surname=Samtaney, birthyear=1982 — birthplace=Barcelona

Table 17. CFDs used in the Experiments for the error injection and error detection.
BUS — Easy BUS — Hard DBLP — Easy DBLP — Hard Synth — Easy Synth — Hard

CFDs | Total | Train | Test | Total | Train | Test | Total | Train | Test | Total | Train | Test | Total | Train | Test | Total | Train | Test
cfdy 171 37 134 172 88 84 78 19 59 125 66 59 100 27 73 100 53 47
cfd, 157 29 128 164 84 80 60 15 45 90 45 45 100 31 69 100 57 43
cfds 76 17 59 51 26 25 84 54 30 232 176 56 40 3 37 30 3 37
cfdy 90 25 65 69 37 32 59 37 22 190 147 43 30 3 27 30 3 27
cfds 93 28 65 70 39 31 13 6 7 24 14 10 20 3 17 20 3 17
cfds 56 22 34 46 28 18 20 9 11 57 33 24 10 3 7 10 3 7

Table 18. Train test split for all the scenarios and for each CFDs.
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